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Abstract. This article presents a new approach for privacy preserving
neural network training. Several studies have been devoted to privacy
preserving supervised model learning, but little work has been done to
extend neural network learning with a privacy preserving protocol. Neu-
ral networks are popular for many applications, among else those calling
for a robust learning algorithm. In this study, we elaborate on privacy
preserving classification as well as regression with neural networks on
horizontally partitioned data. We consider a scenario of more than two
parties that are semi-honest but curious. We extend the neural network
classification algorithm presented by Rumelhart et al. with protocols for
secure sum and secure matrix addition. The extended algorithm does not
fully guarantee privacy in the sense defined by Goldreich, but we show
that the information revealed is not associated to a specific party and
could also be derived by juxtaposing the local data and the final model.

1 Introduction

In recent years a new trend in medical diagnosis came up: The so-called
computer-aided diagnosis (CAD) procedure automatically analyzes physical ex-
amination results and provides, based on the results, diagnosis support informa-
tion for medical personnel. In particular in the area of medical image recognition
promising results were achieved [1]. CAD systems are widely used to recognize
pathological regions in medical images. For this, neural networks are often used
to extract the relevant patterns from images. The application of neural networks
for this task is mainly motivated by their robustness to noisy data and their
ability to determine general patterns by data generalization. Furthermore, neu-
ral networks support incremental learning, i.e., it is possible to update a trained
network by presenting new training data to the network. The training data is
a set of vectors generated by applying feature extraction methods on medical
images. Each medical image is used to generate a feature vector that is then
classified during the application phase by the network as healthy or pathological.
For this, the neural network builds an internal model that maps a feature vector
to one of the two classes. The trained network is applied in CAD systems in
order to classify new medical images.



Data sources are image forming technologies, such as Mammography [2],
Magnetic Resonance Imaging [3,4] and Ultrasonography [5]. The mentioned
techniques are used to support breast cancer diagnosis. Phonovibrography, a
method for processing and visualizing the vocal fold vibrations was recently
introduced by Lohscheller et al. [6]. Based on this approach, a method for au-
tomatically extracting numerical features describing the spatio-temporal and
symmetrical behavior of the vocal folds was proposed in [7]. For CAD purposes,
the extracted features could be used to train a classifier in order to distinguish
between healthy and pathological vocal fold vibration patterns [8]. Chest Ra-
diography [9], another image forming technique, provides information for lung
cancer recognition via a neural network classifier.

The classification quality of neural network depends, amongst others, on
the number of training data. Therefore, the classification performance can be
increased by using images from more than one health care institution. However,
in this case, privacy issues come up because medical images are considered as
sensitive data. As a consequence, conventional methods for knowledge discovery
from data are not appropriate; in this case, their use is even restricted by privacy
protection laws, such as the Health Insurance Portability and Accountability
Act (HIPAA). Privacy preserving data mining methods offer the chance to build
models and extract patterns without disclosing private data.

Privacy preservation methods for knowledge discovery can be categorized into
two groups, data perturbation methods and cryptographic methods. Methods of
the first group use data distortion, such as adding uniform noise, with the pur-
pose of “hidding” private data, or, more formally, of guaranteeing k-anonymity.
Methods of the second group are used for collaborative model learning: P > 2
parties contribute their data for the learning of a shared model according to
protocols [10,11] that prevent the disclosure of the contributed data.

Our work belongs to the second group of methods. Cryptographic methods
have been proposed for supervised learning, among else with decision trees, sup-
port vector machines and Bayesian networks, for unsupervised model learning,
e.g., with K-means and for association rule discovery. We focus on supervised
learning and discuss privacy preservation for neural network training. We assume
the scenario of more than two semi-honest parties. The data contributed among
these parties are horizontally partitioned, in the sense that the shared model is
built upon the union of the contributed datasets.

The rest of the paper is organized as follows. The next section gives a brief
overview on privacy preserving data mining in general and on the rarely studied
issue of privacy preserving neural network learning. In Section 3, we present
a widely used neural network learning method - the backpropagation learning.
The extension of this method to provide for privacy preservation is discussed in
Section 4. Subsequently, we discuss the limits of the protocol and the implications
for applications. Section 5 concludes with a summary and some directions for
future work.



2 Related work

A considerable amount of methods for privacy preservation in data mining use
cryptography techniques from the Secure Multi-party Computation (SMC) area
based on the seminal works by Yao [10] and Goldreich et al. [11]. In [12-14]
several relevant operations for SMC were defined. These operations are applied,
amongst others, in the following data mining algorithms to ensure privacy preser-
vation: Decision tree induction was enhanced for vertically [15,16] and horizon-
tally [17] partitioned data to generate decision trees without data disclosure.
Privacy preserving association rule mining [18] was proposed as well as clus-
tering methods [19]. A summary of data mining applications and their privacy
preserving solutions is given by Vaidya et al. [20]. However, in the area of neural
networks, the aspect of privacy preservation is mostly disregarded.

Wan et al. present a generic formulation for secure computation of gradient
descent methods [21]. The authors discuss a multi-party-protocol for vertically
partitioned data that can be used to train a neural network. To ensure privacy,
the target function is defined as a composition of two functions. Thus, the weights
can be adapted locally. A second protocol for a secure summation of two scalar
products is also suggested as a part of the overall process.

A privacy preserving version of self organizing maps (SOM) is presented by
Han et al. [22]. SOMs belong to the class of unsupervised learning techniques
and are applied, e.g., for dimension reduction. The authors present a two-party
protocol to adapt the network weights iteratively for vertically partitioned data.

Barni et al. address in [23] a two-party privacy preserving protocol for neural
network based computation. In their setting, the first party owns the confidential
data and the second party owns the confidential model that is applied on the
first party’s data. Both, the data and the network model, are kept private. The
approach does not consider how the used network model is actually trained but
assumes that it already exists.

In the following, we present our approach which extends the presented works
by proposing a multi-party protocol for privacy-preserving neural network learn-
ing on horizontally partitioned data.

3 Backpropagation algorithm for neural network learning

Neural Networks are nature inspired computation models that are widely used
for regression and classification tasks. A neural network consists of nodes and
weighted edges. In general, we distinguish feed forward and recurrent neural
networks. In a feed forward network, the information is transmitted only in one
direction, from the input nodes, through the hidden nodes (if any) to the output
nodes. A feed forward network has therefore no cycles or loops. In recurrent
neural networks, connections between nodes form a directed cycle. Therefore,
information might also be transmitted backwards. An example of a feed forward
network is shown in Fig. 1. Each node, also called neuron, produces an output by
applying the internal activation function A on the weighted neuron inputs. The



output is weighted by the edge weight and the updated value is forwarded to the
next layer. By this, an input vector traverses from the input layer through the
network and produces an output in the output layer. In other words, the function
performed by the network is determined by the nodes’ activation function and
the internal network weights.

Fig. 1. Feed forward network

The aim of neural network training is to approximate an application-
dependent objective function. A popular method for feed forward neural net-
work learning is the backpropagation algorithm proposed by Rumelhart et al.
[24] which we present in the following.

We assume a data set D = {x,,,y, | n =1,2,..., N} where each vector z,, =
{zn(1),2,(2),...,2,(q)} represents the n-th training vector with dimension gq.
If the vector y, = {yn(1),...,yn(m)} corresponds to the m-dimensional target

vector, we approximate the target function F : x, — y, that maps x, to y,. The
function approximation is a complex task and usually a deviation between the
approximate f and the original F' remains. In order to measure this difference the
mean squared error (MSE) is defined in Equation 1. Here, the vector g, = f(z,)
refers to the m-dimensional output of the neural network while x,, is the vector
that is used as the network input.

N m 2
MSE= L3 ) (yn@) - ynm) M
n=1 =1

The objective of neural network training is to adapt the internal network weights
in order to minimize the MSE. Usually the backpropagation algorithm [24] is
iteratively used to reach this goal. At first, the network weights are randomly
initialized. In the next step, the weights are iteratively adapted in order to reach



a local and in the best case a global optimum. In each round ¢ of the training
process the algorithm adapts the weight Wl between the i-th neuron in layer [
and the j-th neuron in layer [ + 1.

Wit +1) = W,(t) + AW/, (¢) (2)

In the online-mode the weight adjustment AWZJ is performed after one learning
iteration. For this, after randomly choosing one training vector x,, the network
is learned and the error is calculated. Afterwards, the error is propagated back
to the input layer and the weights are recalculated accordingly. However, here we
refer to the batch-mode where a weight adjustment is done after all N training
vectors have been applied to learn the network. Wilj (t) is then the sum of N

changes AWZ-ZJ- (t,n) caused by the n-th data record.

AW (¢t ZAWI (t,n) (3)

n=1

The calculation of the weight adjustment AWiZj(t,n) in round t is shown in
Equation 4 where N!(t,n) refers to the output of the i-th neuron in layer [ while
Ty is the vector that is used as input for the whole network. The parameter
~ controls the size of the adaptation steps on the error surface and is called
learning rate.

AW}(t,m) = =1(8) - Nl (tm) - 8 (1) @

The error 6;“(15,71) is the fraction of the network error that is caused by the
j-th neuron in layer [+ 1. The computation of the error depends on the location
of the respective neuron in the network and is shown in Equation 5.
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In case the neuron is located in the output layer l,,,,, the error signal is calcu-
lated as the product of the first derivative of the neuron’s activation function A
and the current network error. The error signal of the inner neurons is computed
recursively as the product of two factors. The first factor is the output of the first
derivative of the activation function applied to the neuron’s output. The second
factor is the weighted sum of the error signals that are propagated through the
network.

The iterative weight adaption described in Equation 2 is stopped when the max-
imum number of training rounds is reached or the MSE (cf. Equation 1) falls
below a previously defined threshold. A more detailed description of the back-
propagation algorithm and the proof of convergence can be found in [24].



4 A protocol for privacy preserving backpropagation

In this section we propose a protocol for privacy preserving neural network train-
ing. We present a formalization of the given problem and introduce our training
approach based on SMC methods - in particular the Secure Sum Protocol.

4.1 Problem setting

We assume a scenario with P parties that want to collaborate for a common
data analysis task using a neural network. The data is horizontally partitioned,
meaning that all parties share the same data schema and each party holds a
subset of the data containing several records of the total data set D. Analogously
to the definitions in Section 3, the data set of the p-th party is specified as
D, = {xn,yn} and contains N, = |D,| records. As a consequence the data set
D= Up:1 D,, only exists in virtual form: it is distributed over P parties and is
never merged because of privacy concerns. Additionally we suppose a semi-honest
behavior of the participating parties. Thus, we assume, that all parties adhere
to the given protocol. However, each party is curious and attempts to derive
additional information about the other parties. We are also aware of colluding
parties that work together against one or more participants in order to obtain
private information about other parties. Consequently the proposed protocol
needs to deal with the described situation and has to protect the participants’
privacy. The common objective of all parties is to train the neural network in
order to minimize the overall MSE:

MSE = ~ ZZZ(yn —yh(i ))2 (6)

Zpl P p=1n=1i=1

In the next Section, we present our proposed protocol which ensures, that the
underlying private datasets D, and related knowledge are kept private.

4.2 The protocol execution

In the following, we describe our proposed protocol for privacy preserving neural
network training. The procedure is shown in Algorithm 1. Basically we extend
Rumelhart’s original algorithm [24] to the multi-party case. Thus, we adapt the
formula for the weight adjustment (cf. Equation 3) in order to handle the weight
adaptations that are determined by different parties. In Equations 7 to 9 we
show, that Equation 3 is equivalent to 9.

WL =3 AWl(tn)  forN=YN, (7)
= Zp 1Zn 1AWl (t,n) (8)
~S7 awir (9)

p=1



Each party holds a subset of the complete data set D and computes the weight
adjustments based on its own local data records. Equations 7 to 9 show that the
sum of these weight changes is equal to the sum of the subtotals of weight changes
as a consequence of the associative law. Hence, the neural network trained by
our protocol is equal to a network generated by Rumelhart’s algorithm.

Algorithm 1: Privacy preserving backpropagation network training

input : distributed data set D = U5:1 D,

. . . 1
output: weight matrix W

1 All parties agree on network topology and type of activation function;
Initiate the global network

2 foreach party P do

L Randomly choosing of local weight matrix

l
W7 = rand();
Create global weight matrix by using secure matrix addition

4 Wilj = 25:1 WZf%
Start network training

5 repeat

6 foreach party p do

Copy global to local weight matrix

l
7 WP =wi;
Compute local weight changes
l Np
8 AW P =370 = Ni(n) - 6;“(71);

Compute local squared error
2
N, m [ apys .
MsEr = D 5 (90060) - 120 )

Compute global weight changes by using secure matrix addition
10 | AW, =Y0 AW,

13
Adapt global weight matrix
Compute MSE by using secure sum protocol

— 1 P .

13 until MSE is small enough ;

14 return W}

55

The execution of the proposed protocol works as follows. According to the
original algorithm the parties randomly initiate the network weights (cf. line 2
in Algorithm 1). For this, the parties have to agree upon a network topology
by defining the number of network layers, the number of neurons per layer and
the applied activation functions (cf. line 1 in Algorithm 1). In the next step,
each party p creates a local initial weight matrix Wll]p (0) by choosing a random
number for each edge weight (cf. line 3 in Algorithm 1). Thus, each party builds



a local network and the global weight matrix is computed as the sum of all local
weight matrices (cf. line 4 in Algorithm 1):

P
W(0) =Y Wir(0) (10)

p=1

In the learning step, the weights are iteratively adapted in order to minimize the
total MSE (cf. line 6-9 in Algorithm 1). For this, each party presents its training
vectors 2P to the network’s input layer. The vector is processed through the
different network layers and at the network’s output layer, the error between the
actual and the desired output is measured. This error is afterwards minimized by
back propagating it through the network and by adjusting the weight matrices
according to Equation 3. By adding up the local weight changes, the global
changes are computed as shown in Equation 9. The resulting weight change
matrix AWilj (t) is published to all participating parties (cf. line 10 in Algorithm
1). Thus, the new weight matrix of the network is adapted by each party locally
(cf. line 11 in Algorithm 1):

Wh(t+1) = WP(t+1) = Wh(t) + AW} () (11)

The weight adaption is repeated until the total MSE reaches a minimum or a
convergence criterion is met. In order to calculate this total MSE Equation 6 is
used (cf. line 12 in Algorithm 1).

To ensure privacy, the sums in Equations 10 and 9 are computed by using the
secure sum (cf. line 12 in Algorithm 1) and the secure matriz addition protocol
(cf. line 4 and 10 in Algorithm 1) which we discuss in the following.

Secure sum protocol The secure sum protocol as presented in [13] allows the
secure summation of distributed summands. During the protocol’s execution
only the final sum but not the single summands are published. Assuming a multi-
party scenario with P > 2 parties and respectively P private values v1,...,vp
the protocol’s objective is to compute the sum S = Zf; v; that is known to be
in the interval [0, Sy,qz]. In the following, we briefly sketch the procedure.

Party 1 randomly chooses a uniformly distributed value R and sends the sum
R+ v; (mod Spaz) to party 2. The combination of the uniformly distributed
value R and the modulo operation ensures, that party 2 learns nothing about wv;.
Party 2 adds its own private value vo and sends the result to the next party. In
general each party p receives R+ Zf;ll v; (mod Syqz) from its predecessor and
sends R—l—Zf:l v; (mod Syqz) to its successor. The last party sends the masked
sum back to party 1 which is able to compute the correct sum by subtracting
its randomly chosen value R:

P P
S:R+Zvi _R (mOd Smaw) :Zvi (12)
i=1 =1

The secure sum protocol is vulnerable in case two or more parties work together
(colluders). For example, if parties p — 1 and p + 1 collaborate, they are able to



calculate p’s private value v,

p—1 P
v, =R+ Zvi — Zvi (mod Siaz) (13)
i=1 i=1
This problem can be solved by splitting the private value of each party into
different shares. The sum of the shares of all parties is then computed separately.
However, the order of the participating parties is permuted for each share in order
to guarantee different predecessor and successor for each iteration. To compute
the private value v, all predecessors and successors of party p have to collude.
The protocol’s security depends on the number of iterations and the number
of colluding parties. The more iterations are performed, the more parties might
collude without risking privacy breaches. Thus, the fraction of colluders to semi-
honest parties and the number of iterations determine the security level of the
protocol.

Secure matrixz addition Based on the secure sum protocol Yu and Vaidya propose
a protocol for secure matrix addition [25]. For all components of the P private
matrices Wy,...,Wp the secure sum protocol is simultaneously executed. By
this, the matrix sum 25:1 W), is calculated in one step instead of an iterative
computation for each matrix component. Since the protocol also uses the secure
sum protocol, the same security restrictions apply, i.e., the privacy also depends
on the fraction of colluders.

4.3 Security analysis

The security of a protocol for Secure Multi-party Computation with respect to
information disclosure is usually evaluated with a procedure called privacy by
simulation: A protocol is considered secure if the view of each party during the
execution can be simulated by using only its local input and the final output
of the protocol. This is equivalent to saying that a party learns nothing beyond
what it knew originally and what is inherent in the final result. Details on the
notion of security in SMC can be found in [26].

Our algorithm does not fulfill the security requirements of SMC as presented
above, because each party obtains more data during the execution of protocol
than is inherent in the final model. However, the parties still do not obtain
information about any specific other party. In particular:

In line 10 of Algorithm 1 the global weight change matrix AW (¢) is computed
by using the secure matrix addition protocol. The new weight matrix W (¢t + 1)
is calculated (cf. line 11) and published to all parties (cf. line 7). The new weight
matrix is used for next local network training iteration. By subtracting the new
weight matrix W(t+1) and the local weight changes AWP(t) from the old weight
matrix W (t) each party is able to deduce the sum of weight changes AW?P(t)
proposed by all other participating parties:

AWP(t) = W(t+1) — W(t) — AWP(%) (14)
= AW(t) — AWP(t) (15)



The same argumentation holds for the calculation of the number of records and
the MSE. Both values can be inferred by using the secure sums computed in line
12. The number of records hold by the other parties can be determined as

P
Ny = <Z NZ-> ~ N, (16)
i=1
The MSE caused by the other parties’ data can be calculated as

P
MSEP = Ni [(Z MSE’) — MSEP (17)
=1

D

We would like to emphasize, that AWP(t) contains the weight changes of all
other parties excluding party p, Ny refers to the number of data records that are
not held by p and M SEP represents the MSE of the other parties. Therefore, a
single attacker is only able to obtain group related information and no informa-
tion about individual parties. Using the inferred group related information, an
attacker is able to detect differences between data set characteristics in its own
data set D, and the remaining data set J, 2p D;. For example in each iteration,

the attacker can compare its own M SEP with the M SEP of the other parties. If
both MSEs are similar, the attacker can assume that the data set characteristics
are similar as well. Otherwise, in case the MSEs differ considerably, it can be
speculated, that the characteristics vary as well. Analogously, an attacker might
use the weight change matrix in order to compare its own data set characteristics
with the other party’s. However, an attacker is not able to compare its data set
to another specific party or even to reconstruct other party’s data records.

If parties collude, the security depends on the security of the secure sum
protocol. Even if the highest security level for the secure sum protocol is applied,
the private information of a single party can be revealed if all P — 1 parties
collude. Therefore, the security of our proposed protocol is ensured if all parties
are semi-honest and do not collude. Furthermore, the protocol is secure if the
number of colluders is sufficiently small with respect to the security level of the
secure sum protocol.

Even though, our protocol does not fulfill the security requirements stated by
the SMC community, it fulfills a more general privacy definition which is never-
theless relevant for practical applications. Vaidya et al. define two requirements
for privacy preserving data mining techniques: a) Any information disclosed
cannot be traced to an individual or b) does not constitute an intrusion. As
discussed above, during the execution of our protocol, only group-related infor-
mation is disclosed and the data revealed in each iteration does not contain any
information about individual parties.

Actually, the information that can be inferred from the data which is disclosed
after each iteration has no more value to any party than the information that
is included in the final model. Following this perspective, one could argue, that
the protocol does also fulfill SMC privacy requirements since only data but no
further information than that provided by the final model is revealed during the
execution of the protocol.



5 Conclusion

In this paper we proposed a privacy preserving protocol for neural network train-
ing on horizontally partitioned data. We used the secure sum and secure matrix
addition protocol in order to extend Rumelhart’s algorithm to a multi-party sce-
nario. By this, the weight adaptations of the participating parties are iteratively
included in the global neural network weight matrix. The protocol is not secure
in the strict sense of privacy-by-simulation but the disclosed information is not
associated to a single party (for P > 2 parties). Rather, a party can only com-
pare the characteristic of the own local data set to the characteristic of the other
parties’ data sets - an operation that can be performed also by juxtaposing the
local data to the final model. On this account, we consider the proposed protocol
as unsecure in the strict SMC sense but sufficiently secure for practical appli-
cations. Designing a SMC-secure privacy preserving protocol for neural network
learning is still an open task for future work. We consider it also important to
identify scenarios, where a SMC-secure protocol is indispensable, and study the
interplay of data skew and SMC-security.
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